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EXECUTIVE SUMMARY

This deliverable reports the progress achieved within WP4, ODEON Federated Data Sharing
and Distributed Intelligence, between Mé and M21, covering T4.1 “Data Asset Marketplace
and Smart Contract Formalization Component”, T4.2 “Immutable Data Sharing
Infrastructure and Operations Auditing”, T4.3 “Federated Intelligence Engines and Secure
Multi-party Computations”, and T4.4 “AlOps Configuration and Orchestration”. WP4
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provides the core infrastructure for secure, privacy-preserving, and intelligent collaboration
across federated energy data spaces, delivering mechanisms for federated data sharing,
distributed intelligence, and Al pipeline orchestration. Along with WP3 components, WP4
establishes the foundation for the development of ODEON digital solutions and energy
services in WP5 and WPé, and for WP7 activities, where technical results will be deployed,
integrated, and validated.

The deliverable describes each component in terms of functional scope, achieved
capabilities, technology stack, underlying assumptions and constraints, and planned
enhancements. The results indicate that WP4 components have made significant progress
and are beginning to demonstrate key functionalities, including secure data access,
federated data exchange, and smart contract lifecycle management, Al workflow
orchestration, and execution of Al models across distributed environments. This provides a
solid baseline for progressing towards integrated end-to-end workflows and connecting
WP4 components with WP3 ones.

Looking ahead, the next phase (from M22 to M39) will focus on cross-component
integration, extending cloud-based features to edge environments, and refining platform
functionalities based on practical feedback. Experimental deployments in WP5, WPé6, open
calls will validate usability and real-world applicability, providing insights to guide further
development. This first iteration confirms that WP4 is on track to deliver a modular, scalable,
and secure infrastructure that supports a user-driven, federated, and intelligent energy data
ecosystem.
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]1. Infroduction

1.1. Purpose and scope of the document

The ODEON Federated Data Sharing and Distributed Intelligence provides the core
infrastructure for secure, privacy-preserving, and intelligent collaboration across federated
energy data spaces, delivering the mechanisms for federated data sharing, distributed
intelligence, and Al pipeline orchestration, providing the foundation along with the
Federated Data Spaces components (WP3) for the development of ODEON digital solutions
and energy services in WP5 and WPé6. In parallel, WP3 to WPé establish the foundation for
WP7 activities, where technical results will be deployed, integrated, and evaluated in pilot
sites, and open calls will be coordinated for the development of additional services. The
real-life use of the ODEON Federated Data Sharing and Distributed Intelligence by project
partners—as data providers, Al model consumers, or participants in open calls—will feed
back info ongoing development, improvements, refining functionalities, and ensuring
alignment with operational needs, ultimately enabling a secure, scalable, and user-driven
ecosystem that supports the integration of demonstration results and lessons learned into
future releases of the platform.

The scope of this document is to report the progress made within ODEON under T4.1 “Data
Asset Marketplace and Smart Contract Formalization Component”, T4.2 “Immutable Data
Sharing Infrastructure and Operations Auditing”, T4.3 “Federated Intelligence Engines and
Secure Multi-party computations”, and T4.4 “AlOps Configuration and Orchestration”,
between Mé and M21 of the project. Each of the components of every task is described
following a common structure, which includes: the functional scope of the component, the
functional capabilities achieved so far, the technology stack used, the underlying
assumptions and identified constraints, and the upcoming features and roadmap for the
next version.

It should be noted that progress under 74.5 "ODEON Catalogue of Pre-trained Al Artefacts”
is out of the scope of this document, as it will be reported in a dedicated deliverable, D4.3
ODEON Pre-frained Al Artefacts (v1), to be submitted in M27. Additionally, it is important to
note that this deliverable takes input from the deliverable D2.2 “ODEON End-User
Requirements and Detailed Architecture Design (v1)".
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1.2. Structure of the document

The structure of this document is organized as follows:

Section 2 provides an overview of the ODEON architecture, aiming to explain the
role and positioning of the components developed under WP4 within the overall
project.

Section 3 outlines the components associated with T4.1, detailing the progress
achieved, the technology stack employed, the key assumptions and constraints
detected, as well as the next steps planned for the upcoming version. In a similar
way, Section 4 reports the components under T4.2, Section 5 is focused on those
under T4.3, and Section 6 reports the components under T4.4.

Section 7 summarizes the work presented and outlines the next steps for future
versions of the components.
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2. Overview of Federated Data
Sharing and Distributed
Intelligence within ODEON
Architecture

This section provides an overview of the components developed in WP4 and their integration
info the broader ODEON architecture. This set of components is dedicated to enabling
federated data sharing, secure multi-party computations, and the orchestration of Al
pipelines across federated environments. This stack of tools supports data sharing and Al-
driven analytics functionalities, particularly focusing on the energy sector.

A description of each set of components, their goals and functionalities are provided in this
section, describing in detail each of them in consequent subsections. The WP4 components
placed in the cloud and/or edge environments of the ODEON ecosystem are shown in Figure
1. This figure only illustrates which components are deployed in each environment, without
detailing the specific mechanisms of interconnection or integration between them. Such
aspects are intentionally kept at a high level here, as a dedicated deliverable (D3.3 ODEON
Cloud-Edge Data & Intelligence Service Platform, due in M24) will provide a comprehensive
and detailed account of the full platform, including workflows, interdependencies, and
infegration mechanisms between WP3 and WP4 components. Furthermore, the Federated
Metadata Object Storage component is not covered in this document, since its detailed
description will be provided in a dedicated deliverable, D4.3 ODEON Pre-trained Al Artefacts
(v1), to be submitted in M27.

AlOps Al Pipelines Federated

/ Data Search & \
Lifecycle Runtime Metadata B ezl Exploration Engine

Data Retrieval Service

Workbench

Manager Manager Object Storage

Data Sharing Service

Open APl Gateway

Al Pipelines
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Marketplace
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Figure 1: WP4 Federated Data Sharing and Distributed Intelligence Components
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Data Asset Marketplace

The Data Asset Marketplace enables the discovery, exploration, and sharing of data assets
in the federated data space. Its Ul acts as the entry point for users to access datasets,
ensuring that they are easy to find and use according to the required access policies. At its
core, the Data Search and Exploration Engine allows users to perform fast and efficient
searches across a collection of data assets. This engine supports the use of advanced
metadata and semantic annotations that categorize the data, enabling users to explore
datasets based on their specific needs. Complementing this, the Data Recommender
enhances the search functionality by offering inteligent matchmaking between data
demand and supply. It leverages the ODEON Semantic Model to ensure that data assets are
matched with users’ specific needs, based on their metadata attributes.

Once data has been discovered, the Data Retrieval Service allows for secure access to
datasets, ensuring that they are retrieved in the appropriate format while adhering to
established access policies. In addition, the Open APl Gateway facilitates external access to
data through standardized APIs, making integration with external systems seamless. Finally,
a Metadata Data Model supports all these functions by providing a structured approach to
categorizing and managing metadata, which is essential for efficient data search and
exploration.

Federated Data Sharing Services

The Federated Data Sharing Services serve as the core for secure data exchanges across
federated data spaces and stakeholders. They are designed to facilitate the sharing of data
assets while maintaining security, privacy, and compliance with governance policies. The
services provided under this block ensure that all data exchanges are performed in a secure,
transparent, and efficient manner.

A key component is the Smart Contract Manager, which is responsible for facilitating the
creation, negotiation, and management of smart contracts governing data sharing. These
confracts are implemented using a DLT-enabled engine, ensuring that the process is
environmentally friendly while maintaining high security and efficiency. The Contract Ledger,
powered by the DLT engine, tracks the terms and execution of smart contracts, providing a
transparent and immutable record of all data fransactions. This ensures that stakeholders
can rely on the system'’s integrity and trustworthiness, as every action is fraceable. To ensure
compliance with contract terms, the Smart Contract Auditor and Settlement Engine play a
crifical role by contfinuously monitoring the execution of data transactions, verifying that they
align with the agreed terms. If any deviations or anomalies are detected, the system can
automatically trigger a review or corrective actions. The Data Sharing Service complements
these services by providing the infrastructure for data exchanges, ensuring that data is
shared in compliance with the terms defined in the smart confracts. Together, these
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components form a robust infrastructure for data sharing, ensuring that contracts are not
only created and enforced but also monitored and settled securely.

Distributed Intelligence Layer

The Distributed Intelligence Layer enables Al model fraining, execution, and collaboration in
federated environments. This layer ensures that machine learning models can be trained
and run in decentralized environments, preserving the privacy and security of the data
involved. It supports both federated learning and secure multi-party computations, two key
approaches that allow multiple entities to collaborate on Al models while maintaining the
confidentiality of their data.

The Federated Learning Engine coordinates the distributed training of Al models across
different edge environments. Instead of centralizihg data in a single location, federated
learning enables the training of models on local datasets, which are then aggregated
without sharing the underlying data. This ensures that sensitive information remains private
while still benefiting from collaborative training. This component is enhanced with the Multi-
party Computations Engine, which enables multiple parties to perform secure computations
without sharing their data, thereby preserving confidentiality.

AlOps Stack

The AIOps Stack provides a comprehensive set of tools for managing and optimizing Al
pipelines in federated environments. It focuses on automating the deployment, execution,
and monitoring of Al models across distributed resources, ensuring that Al insights are
delivered efficiently and at scale.

The Al Designer / Workbench provides a user-friendly development environment where users
can design, simulate, and optimize Al pipelines. Once designed, the Al Pipelines Runtime
Manager ensures that resources are allocated efficiently, optimizing the execution of Al
workflows across the system. It considers a variety of factors such as the types of inputs, data
volume, resource constraints, and performance requirements to ensure that each task
receives the necessary computational power without overloading the system. The Al
Pipelines Execution Engine handles the actual execution of Al pipelines, providing the
infrastructure for running models across federated nodes and ensuring that each step in the
pipeline is completed efficiently.

The AlOps Lifecycle Manager monitors the entire lifecycle of Al models, ensuring that they
are continually optimized and retrained when necessary to maintain high accuracy and
performance. The AlOps Worker complements this by handling background tasks
associated with pipeline execution, such as model serving. The ML/DL Libraries integrated
into the stack provide the necessary algorithms and tools for training Al models, supporting
various machine learning and deep learning tfechniques. Finally, the Results Explorer allows
users to visualize and analyze the outputs of Al models, providing valuable insights that can
be used for further refinement and decision-making.
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Together, these components deliver a powerful and cohesive set of tools that supports
secure, scalable federated data sharing, distributed intelligence, and the orchestration of
Al pipelines. They enable privacy-preserving Al applications, efficient collaboration, and
robust data exchanges, all critical for the success of the ODEON project. Through the
integration of federated learning, multi-party computations, and Al pipeline management,
WP4 conftributes to building a distributed, intelligent, and secure data ecosystem within
ODEON, which is optimized for performance and scalability in the energy sector.
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3. Data Asset Marketplace

In this section we provide the documentation of the components delivered as part of the
work in T4.1, taking info account the architecture definition in D2.2. Data sharing in ODEON
is facilitated through the Data Asset Marketplace, an online catalogue where data assets
can be discovered and acquired. Data providers can offer data assets by publishing
detailed metadata describing their assets and defining associated pricing and acquisition
policies, while data consumers can search for assets that meet their needs and purchase
them in accordance with the provider’s term.

3.1. Data Asset Marketplace User Interface

3.1.1. Component overview and functional scope

The Data Asset Marketplace User Interface serves as the primary entry point for users to
explore, filter, and acquire data and Al assets made available through the ODEON
ecosystem. Designed with usability and interoperability in mind, the interface provides
access to rich dataset information.

Through an intuitive frontend, users can perform full-text searches, apply multiple filters, and
initiate a data asset acquisition process that is based on a smart contract flow. Al metadata
and asset-related information displayed in the interface is dynamically retrieved from RESTul
APIs provided by the piveau ecosystem [1]. The visual identity of the marketplace is based
on the design Style guide of the ODEON Project, which ensures a consistent look and feel
across the entire platform and all technical integrations, such as the smart contract
component.

The user interface is built with piveau.js, a JavaScript ecosystem which provides an API client
for the piveau backend services. It supports asynchronous data handling, exposing piveau
data as reactive state within the Vue application, and is written in TypeScript.

3.1.2. Current functional capabilities

During this reporting period, significant progress has been made in the development of the
Search and Discovery Interface (DAM-02) of the Data Asset Marketplace. In addition, the
foundation for the acquisition process for selected data assets (DAM-03) was laid. The
following features have been achieved:

Keyword Search and Filtering. The current version of the marketplace supports
keyword search across all data assets and catalogue properties as defined in the
ODEON Metadata Model. The user interface allows filtering based on the most
relevant properties of the defined Metadata Schema, which was developed in close
collaboration with the project partners. This functionality is available for both data
assets and catalogues, thereby enabling efficient and precise data discovery.
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Structured Search Results. Search results are presented in a clear and structured list
view displaying key metadata such as Title, Description, Format, Category, and other
relevant attributes. Each entry provides a direct link to the corresponding Data Asset
Detail Page. The result list can be sorted according to different criteria (e.g.,
relevance, last updated), improving usability and supporting multiple discovery
strategies.

Data Asset Detail Page. The Data Asset Detail Page provides a comprehensive and
well-structured overview of all metadata associated with an ODEON Marketplace
data asset (Dataset). This includes the linked distributions (resources), which users can
directly access or download. In addition to providing access to the distributions, a
central feature of this page is the Get Access button, which initiates the Smart
Conftract process to ensure fransparent and secure data transactions. In the current
version, the user interface elements have been implemented and are prepared for
full integration with the Smart Contract component.

User Experience Enhancements. To improve usability and accessibility, a dark mode
option has been implemented within the interface. This feature enhances user
comfort, particularly during extended use, and supports accessibility for a broader
range of end users.
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Figure 2: ODEON Search and Discovery Interface (DAM-02)
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3.1.3. Technology stack and development tools

The implementation of the Data Asset Marketplace User Interface is underpinned by a
modern, open-source stack selected for robustness and interoperability.

Node.js and Node Package Manager (NPM) provide a consistent runtime and dependency
management foundation for development, testing, and build processes. Vite enables fast
iteration and efficient production builds. Vue.js, together with TypeScript, supports a
modular, component-based frontend that is maintainable and scalable. Piveau.js ensures
seamless integration with the piveau ecosystem RESTful services and metadata model.
Tailwind CSS delivers a utility-first styling approach that aligns the interface closely with the
ODEON visual identity across components and integrations.

The technology stack used for the Data Asset Marketplace User Interface is summarized in
Table 1.

Table 1: Summary of the technology used to build the Data Asset Marketplace Ul

Library / Framework Version License

Node.js [2] v22.15.0 MIT
NPM [3] v10.9.2 Artistic License 2.0

Vite [4] v5.4.14 MIT
TypeScript [9] v5.9.2 Apache License 2.0

Vue.js [6] v3 MIT
piveau.js [1] 2 Apache License 2.0

TailwindCSS [7] v4.1.5 MIT

Collectively, this stack supports a performant and design-consistent user interface ready for
infegration with the broader ODEON ecosystem.

3.1.4. Underlying  assumptions and identified
constraints

This release operates under the following assumptions and constraints. The Ul depends on
piveau REST services as the single source of fruth for catalogue and data asset metadata
and does not keep a local store. Effective search and filtering therefore require the ODEON
Metadata Model to be implemented, consistently mapped, and indexed in the piveau
search service. Access governance is handled by the Smart Contract Manager as the
authoritative service for distribution permissions, and the Ul only initiates and reflects
confract states. A stable ODEON Style guide is assumed to maintain visual consistency. The
specified stack (Node.js 22, Vite 5, Vue 3, TypeScript 5, piveau.js v1, Tailwind 4) must be
available in build and runtime environments. Users are expected to use modern browsers
such as Google Chrome, MS Edge, and Firefox, with JavaScript enabled and correct
CORS/TLS settings on backend endpoints.
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Within this scope, the Ul focuses on metadata discovery and initiating the “Get Access”
flow. It does not process, store, or transfer assets. Search is limited to properties exposed by
piveau, and incomplete or inconsistent metadata may reduce filter effectiveness and
ranking quality. Unftil full backend integration is complete, the end-to-end smart contract
flow may be non-operational or simulated. Legal and licensing information is shown as
provided in metadata. The Ul does not validate license compatibility or enforce usage
terms.

3.1.5. Upcoming features and roadmap for next

release

The next development cycle of the Data Asset Marketplace Ul (M22 to M39) will deepen its
integration within the ODEON ecosystem and advance the platform’s discoverability and
usability.

Building on the evolving ODEON Metadata Model and the ongoing completion of smart
confract flow, the release will extend linked data properties on the Data Asset Detail Page
and surface these as further filters in search to increase precision in data discovery. In close
collaboration with project partners, the end-to-end “Get Access” smart contract flow will
be integrated to ensure a secure and transparent fransaction experience.

To support informed decision-making prior to acquisition of data assets, the interface will
offer inline previews for tabular formats such as CSV and ODT, subject to reasonable size
limits and secure access controls.

A new “My Assets” view will provide users with an overview of acquired assets and
convenient navigation to the corresponding entries within the marketplace.

Multilingual support will be introduced through an internationalization framework (i18n [8])
that allows the users to switch between different languages.

These enhancements will be validated through real-world usage and experimental
deployments, enabling systematic feedback on usability, performance, and system
integration.
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3.2. Data Search and Exploration Engine

3.2.1. Component overview and functional scope

The Data Asset Marketplace features a search and exploration engine that helps users
discover data assets they need. By leveraging both the metadata associated with each
data asset and the standards defined by DCAT [9], a W3C standard designed to facilitate
interoperability of metadata across data catalogues on the web, the engine ensures that
these data assets remain discoverable. As a core component of the Marketplace, the
engine enables users to explore available data assets, perform targeted keyword searches,
and refine the search results using filtering options. As a core component of the
Marketplace, the engine enables users to explore available data assets, perform targeted
keyword searches, and refine the search results using filtering options.

3.2.2. Current functional capabilities

The engine is designed to natively support Linked Data (LD) standards, such as DCAT-AP
[10], which is based on DCAT for describing datasets in Europe, enabling seamless indexing
and discovery of LD datasets. As specified in D2.2, the engine in this version includes a GUI
for browsing available data assets (DSEE-01) in the marketplace and locating relevant
datasets by matching user-entered search terms or phrase to indexed datasets (DSEE-02).
Browsing and searching are enhanced with sorting options, such as relevance, last modified
date, or other key metrics, and filtering criteria, such as country, data format, or data
publisher, to ensure users see the relevant data first and to narrow down the search results.
Large volumes of results are paginated to prevent data overload and improve the overall
user experience.

3.2.3. Technology stack and development tools

The engine is built on Piveau [1], a metadata management platform designed to handle
large-scale datasets efficiently. The backend is developed using Java and Virtuoso [11] and
is utilized to store the Resource Description Framework (RDF) dataset. Elasticsearch [12] is
employed to index the data assets, enabling fast and flexible data search capabilities. It
also facilitates data discovery through filtering and sorting mechanisms, helping users to find
the data assets they need most.

The technology stack used for the Search and Exploration Engine is summarized in Table 2.

Table 2: Summary of the technology used to build the Search and Exploration Engine

Technology Version License
Piveau hub-repo [13] 3.3.11 Apache-2.0
Piveau hub-search [14] 5.1.20 Apache-2.0
Virtuoso [11] 7 GNU General Public License
Elasticsearch [15] 8.18.3 Elastic License 2.0
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Technology Version License
Eclipse Vert.x [16] 4.5 Eclipse Public License 2.0 and Apache-2.0

In Piveau, the relationship between DCAT Catalog, DCAT Dataset, and DCAT Distribution
follows the structure defined by the DCAT-AP model [17]. In ODEON the piveau’s Data
Model was extended to the ODEON Metadata Data Model (see Figure 4) to properly
describe the ODEON data assets in the ODEON Marketplace. The ODEON Metadata Data
Model aims to be aligned to the Dataspace Information Model [18] of the IDSA’s Dataspace
Protocol [19]. This model consists of a Catalog Service which basically is a Participant Agent
that makes a DCAT Catalog available to other Participants. A Catalog contains one or more
datasets/Al-Artefacts, which are DCAT Datasets (or ODEON Artefacts). A Dataset/Al-
Artefact has at least one ODEON Offer, describing the Usage Policy associated with the
Dataset/Al-Artefact. The ODEON Policy Offering models the monetary and usage policies
for published dataset or Al-Artefact on the Marketplace. These policies will be included as
main elements of the contract between the asset provider and asset consumer.

CAT Catalog
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Figure 4: ODEON Metadata Data Model
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3.2.4. Underlying  assumptions and idenfified
constraints

In this version it is assumed that all data assets are already stored in RDF format for semantic
representation, and their contents have been indexed in JSON format in the search engine
for efficient retrieval. It is further assumed that each data asset contains key properties, such
as title and description, to ensure they can be identified, discovered, and displayed.

3.2.5. Upcoming features and roadmap for next
release

The next release will prioritize enhancing the properties of data assets to better support
transaction activity, specifically the buying and selling between data providers and data
buyers, within the marketplace.

3.3. Data Recommender

3.3.1. Component overview and functional scope

The Data Recommender is a component designed for integration into the ODEON
Marketplace to enhance the discovery of relevant ODEON assets. This Al-powered service
suggests similar assets based on a selected item, going beyond fraditional search
capabilities. It helps users uncover assets that may not match the original search criteria
exactly but are still contextually relevant to their needs.

3.3.2. Current functional capabilities

The recommendations are based on key ODEON asset metadata attributes such as the title,
description, and keywords. The service uses a transformer model to convert these textual
aftributes into meaningful numerical representations. This model captures the semantic
meaning of each dataset attribute, which enables the service to compare and rank
datasets by semantic similarity rather than simple textual similarity (DR-01: Data Assets
Recommendation). The key features of the Data Recommender are:

Semantic search based on multiple dataset attributes
Scalable and modular architecture with Kubernetes

Configurable updates to the database.
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The Data Recommender is structured into three main components:

Server Component, which handles user interactions by receiving requests,
transforming dataset attributes using a transformer model, and querying the
recommender database to return a list of similar datasets.

Worker Component, which is responsible for processing tasks queued by the server.
It performs similarity searches using embeddings and a vector database.

Updater Component, which runs at regular intervals to refresh the recommender
database. It ensures that new datasets and updates to existing ones are
incorporated into the recommendations. The updater uses an endpoint from the
ODEON Data Search and Exploration Engine to perform these updates.

3.3.3. Technology stack and development tools

Data Recommender is implemented in Python using FastAPI for the web server, Celery for
asynchronous task processing, Redis as the message broker and result backend, and Milvus
as the vector database for similarity search. Logging is configured for both console and file
outputs to assist in debugging and monitoring. Updater Component uses transformer
models for generating embeddings and interacts with both a vector database (Milvus) and
a cache database (MongoDB). The table below presents the technologies used in more
detail.

The technology stack used for the Search and Exploration Engine is summarized in Table 3.

Table 3: Summary of the technology used to build the Data Recommender

Library / Framework Version License
FastAPI [20] V0.115 or higher MIT
Celery [21] V5.5.3 BSD license
Redis [22] V8+ RSALv2 or SSPLv1 or AGPLv3
Ethers.js [23] v6.11.1 MIT
MongoDB [24] V8.0 SSPLv1
Milvus [25] V2.6 Apache 2.0
Airflow [26] v3.0.0 Apache 2.0

3.3.4. Underlying  assumptions and identified
constraints

The quality of recommendations generated by the system directly depends on the quality
of the metadata provided for ODEON assets registered in the marketplace. The
recommender relies on key metadata attributes — Title, Description, and Keywords.
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Therefore, a fundamental requirement for its effective performance is that all assets include
semantically meaningful descriptions using these attributes.

3.3.5. Upcoming features and roadmap for next
release

In the upcoming releases the component will receive further improvements:
Fine-tuning the Sentence Transformer model based on user feedback.
Parallelizing worker processes to improve scalability.

Infroducing additional dataset attributes.

3.4. Data Retrieval Service

3.4.1. Component overview and functional scope

As reported in D2.2, the Data Retrieval Service is a core component designed to operate
across the entire ODEON ecosystem, including the Centralized Cloud Data Space,
Federated Data Spaces, and at the edge/ Internet of Things (loT) level. Its primary purpose
is to provide a unified and secure mechanism for exporting "data slices" from any ODEON
data storage location.

The service allows users and applications to retrieve data, based on the terms of their data
sharing agreements, as detailed in the next section. For this first version, the functional scope
is focused on delivering the core capabilities for this process. This includes providing an
interface for users to configure their data retrieval queries and an APl endpoint for
applications to securely request and receive data. The service ensures that data is delivered
in the required format and supports basic data manipulations like data filtering and sorting.

3.4.2. Current functional capabilities

The first version of the Data Refrieval Service implements the essential features needed to
enable configurable, on-demand data access:

DRS-01: Configuration of the retrieval query details: The service provides the front-
end interface that allows users to define the specific parameters, filters, and access
conftrols for their data retrieval queries. This design-time configuration ensures that
runtime requests are efficient and secure.

DRS-02: Support of APl-based data retfrieval: Data access is provided through a
robust API. This allows external applications and services to retrieve data slices, with
the service ensuring proper authentication and data validation for every request.
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3.4.3. Technology stack and development tools

The service's architecture consists of distinct parts to handle configuration and runtime
execution. The technology stack for this version includes:

Back-end: Developed using Node.js with the NestJS framework to handle the core
logic of data retrieval, filtering, and security enforcement.

Front-end: A configuration interface built with VueJS and TailwindCSS, enabling users
to easily set up and manage their data retrieval queries.

Configuration Storage: The service utilizes a dedicated database for storing the
query configurations and relies on the APl Gateway for managing API traffic.

Table 4 presents in brief the different technologies considered.

Table 4: Summary of the technology used to build the Data Retrieval Service

Technology Version License
Node.js [2] 22.19.0 (LTS) MIT License
Nest.js [27] 11.1.6 MIT License
Vue.js [6] 3.5.21 MIT License
TailwindCSS [7] 4.1.12 MIT License
Elasticsearch [15] 8.18.3 Elastic License 2.0

3.4.4. Underlying  assumptions and  identified
constraints

In this first version of the Data Retrieval Service, some core assumptions are made. It is
assumed that the underlying data storage components are available and that data assets
are stored in a query-ready format. Therefore, full support on these dataset's retrieval is
supported, and the planned future updates aim to ensure data retfrieval of all types of data
assets within the project. It is assumed that all requests for data should pass through this
service to ensure uniform application of security and access confrol policies over any data
artefacts.

The service is deeply integrated with and dependent on several other components. It
requires the Authentication & Authorization Engine for credential validation, the Access
Policy Enforcer for applying access rules, and KeyTray for token handling. It cannot operate
without this security framework, so integration activities should progress to enable the full
functionality. In addition, for any data belonging to an external organization, the service is
constrained by its relionce on the Data Sharing Engine to verify the existence of an active
and valid data sharing contract before permitting access.
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Overall, this first version is intentionally limited to basic data retrieval capabilities (covering
datasets at the centralized cloud) while further focusing on the integration activities that
needs to be performed in order to support full-scale data acquisition.

3.4.5. Upcoming features and roadmap for next
release

This initial version provides the essential functionality for secure data retrieval, as defined in
Subsection 3.4.4. The roadmap for the next release will focus on enhancing the functionality
of the service, covering the full list of data artefacts at any environment examined in the
project. In more detail, future enhancements will include support for more advanced
retrieval services covering all data artefacts (i.e. derivative data) within the project’s scope.
Also, deployment and support of the service to the different federated environments will be
supported. Finally, the project will evaluate the potential of advanced handling capabilities
(i.,e. server-side aggregations and projections) to minimize data transfer and offload
processing from client applications.

3.5. Open API Gateway

3.5.1. Component overview and functional scope

Complementing the functionality of the Data Retrieval Service, the Open APl Gateway is
the component that serves as the entry point for data access within the ODEON ecosystem.
It provides a secure and managed interface through which users and applications can
consume data. Deployed across the Centralized Cloud, Federated Spaces, and at the
Edge, it ensures a consistent and standardized method for data interaction, regardless of
where the data is stored.

The gateway's core function is to handle incoming APl requests, authenticate and authorize
them, and route them to the appropriate backend service, primarily the Data Retrieval
Service. For this first version, the functional scope is focused on establishing this secure
routing capability. It manages the lifecycle of APl endpoints, handles live data retrieval
queries, and enforces the necessary security and access confrol policies for every
transaction.

3.5.2. Current functional capabilities

The first version of the Open API Gateway delivers the essential features required to act as
a secure front door for the Data Retrieval Service:

OAG-01: Storage of API based data retrievals: The gateway securely stores and
manages the configurations for all APl endpoints. It maintains detailed logs of all
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retrieval activities, which are monitored to tfrack usage and ensure compliance with
security policies and data sharing agreements.

OAG-02: Handling of APl based data retrieval queries: The gateway processes all
incoming APl requests at runtime. It is responsible for reviewing each query to ensure
it aligns with the requester's permissions, which are determined by access policies
and the terms of any relevant contractual agreements, before routing it for data
retrieval.

3.5.3. Technology stack and development tools

The technology stack for the Open API Gateway is chosen for scalability and adherence to
open standards, providing robust capabilities for this first version:

Back-end: The core functionality is built using Node.js and the NestJS framework,
which is ideal for developing scalable and efficient APIs.

APl Documentation: APl endpoints are documented using the OpenAPI
Specification (Swagger). This provides clear, interactive, and user-friendly
documentation for management and monitoring purposes.

Persistent Storage: PostgreSQL is employed as the database for the secure and
persistent storage of all APl configurations, access logs, and other relevant
metadata.

The stack of technologies used to build the Open APl Gateway is summarized in Table 5.

Table 5: Summary of the technology used to build the Open API Gateway

Technology Version License
Node.js [2] 22.19.0 (LTS) MIT License
Nest.js [27] 11.1.6 MIT License
PostgreSQL [28] 18 PostgreSQL License
OpenAPI (Swagger Ul) [29] 5.12.0 Apache-2.0
Elasticsearch [15] 8.18.3 Elastic License 2.0

3.5.4. Underlying  assumptions and identified
constraints

The gateway's primary role is to route requests. Its ability to serve data is therefore entirely
dependent on the availability and proper functioning of the Data Retrieval Service. Also,
the gateway's security enforcement capabilities are constrained by its interaction with the
Access Policy Engine and other authentication services to validate user permissions for every
request.
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This first version focuses on core functionality to ensure access to datasets. Access to the full
set of data artefacts has not been implemented yet in accordance with the functionality
of the Data Reftrieval Service as provided in the first version. Moreover, advanced features
such as intelligent load balancing are not included in this release.

3.5.5. Upcoming features and roadmap for next
release

This initial version establishes a secure and functional APl Gateway to complement the Data
Retrieval Service. The roadmap for the second release will focus on infroducing advanced
features to enhance performance, scalability, and manageability.

A key priority will be the implementation of the full-scale APl Gateway to support all ODEON
data artefacts at the different federated environments designed in the project. Moreover,
a sophisticated intelligent load balancing to distribute traffic effectively across multiple
instances of the Data Retrieval Service will be supported. Further enhancements will include
more advanced APl management features, such as rate limiting, to provide finer-grained
conftrol over APl consumption.
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4. Federated Data Sharing Services

In this section, the scope is twofold, to provide the details for the implementation of the first
version of the Smart Contfract engine and further to report the progress on the data sharing
service (first version). The components described here are delivered as part of the work in
T4.2, taking into account the architecture definition in D2.2.

4.1. Smart Contract Manager

4.1.1. Component overview and functional scope

As stated in D2.2, the Smart Confract Manager is a component designed to facilitate the
creation and administration of structured, machine-readable data sharing contracts using
distributed ledger technologies (DLT). Its primary function is to automate various aspects of
data sharing agreements among stakeholders participating in cloud and federated data
spaces.

The manager operates as a central component within the ODEON Cloud Edge Orchestrator
and Operations Manager. In thisrole, it is pivotal for managing and regulating data contract
related activities covering both the back-end implementation and the front-end
functionality. The functional scope of the Smart Confract Manager covers the complete
contract lifecycle, including the facilitation of drafting, negotiation, approval/rejection of
the contracts as well as extension, revision, and enforcement of the different data
confracts. It also supports the management of contract templates to streamline creation
and ensure consistency.

4.1.2. Current functional capabilities

Considering the list of features as specified in D2.2, the Smart Contract Manager currently
(first version) provides the following core features:

SCM-01 Contract Lifecycle Management of data sharing contracts: The system
manages the entire lifecycle of data contract agreements. This includes overseeing
the creation, negotiation, and execution processes between stakeholders (data
providers and data recipients). The overall functionality is supported by a Ul delivered
to support the overall process.

SCM-02 Enforcement of data sharing contracts: Following the contractual process as
stated above, the first version of the app enforces the terms of data contracts by
closely monitoring compliance with the agreed-upon terms and conditions across
different data spaces. Overall, the status of the contract is continuously monitored
in order to further support data sharing activities as described below.
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4.1.3. Technology stack and development tools

The Smart Contract Manager is architecturally composed of the two primary layers with the
following technologies:

Back-end: Built on Node.js using the NestJS framework to deliver negotiation and
contractual functionality.

Front-end: Developed with Vue.js and styled with TailwindCSS for intuitive user
interaction.
The stack of technologies used to build the Smart Confract Manager is summarized in Table
6.

Table 6: Summary of the technology used to build the Smart Contract Manager

Library / Framework Version License
Node.js [2] v20.11.1 (LTS) MIT
Nest.js [27] v10.3.3 MIT
TypeScript [30] v5.3.3 Apache License 2.0
Ethers.js [23] v6.11.1 MIT
PostgreSQL [28] v16.2 PostgreSQL License
TypeORM [31] v0.3.20 MIT
Vue.s [6] v3 MIT
TailwindCSS [7] v4.1.5 MIT

The storage details in the DLT layer are provided in Section 4.2.

4.1.4. Underlying assumptions and  identified
constraints

The first version of the Smart Confract Manager operates on key assumptions. It is
fundamentally assumed that data sharing agreements can be effectively represented as
structured, machine-readable smart contracts. It is also assumed that stakeholders will use
the interface provided for all contract-related activities, such as negotiation and approval,
to ensure the integrity of the lifecycle. Finally, the system design presupposes that the use of
pre-approved templates prepared by legal departments will be the primary method for
ensuring the legal compliance and validity of the created contracts. Towards this direction,
close collaboration with ALEG as the legal entity of the consortium has been established to
set the templates for the contract process in the project, which will be further extended in
the second version of the ODEON platform.

A key constraint of the Smart Contract Manager is its centralized mode of operation, as the
engine is designed to function as an integral part of the ODEON Cloud Edge Orchestrator
and Operations Manager rather than as a standalone component. Consequently, its
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functionality is subject to integration activities with other ODEON components. Specifically,
it must interact with the Data Asset Marketplace to initiate contracts, the Contract Auditor
& Settlement for enforcement and lifecycle monitoring, and the Data Sharing and Al
Designer / Workbench to handle data transfers. The details about the integration activities
to ensure the end-to-end operation of the engine will be reported in D3.3.

4.1.5. Upcoming features and roadmap for next
release

While this first version provides the core features for creating data sharing contracts, it does
not yet support contract revisions (SCM-03: Revision support of data sharing contracts). This
capability, outlined in D2.2 and in the project specifications, will be intfroduced in the second
release. Furthermore, the upcoming release will include enhancements to the existing
functionality, incorporating feedback from integration activities and alpha testing. A
primary focus will be on integrating the legal templates required to formalize the project's
contractual agreements.

4.2. Contract Ledger through the DLT Engine

4.2.1. Component overview and functional scope

As stated in D2.2, the DLT (Distributed Ledger Technology) layer of the Smart Contract
Management Engine aims to facilitate the administration of structured, machine-readable
data sharing contracts by handling all on-chain activities. The DLT Engine provides an
immutable and fransparent system where contractual details are securely recorded.

This component operates centrally within the ODEON Cloud Edge Orchestrator and
Operations Manager, serving as the tfrusted backend for the Smart Contract Manager. The
functional scope for this first version is focused on establishing the core distributed ledger,
executing basic smart contracts, and maintaining a fampering-proof record of all contract
terms and agreements initiated through the Smart Contract Manager.

4.2.2. Current functional capabilities

In this first implementation, the DLT Engine provides the foundational feature as specified in
D2.2 required to support the ODEON data sharing ecosystem.

DLT-01: Contract terms and agreements handling: The engine's primary capability is
to handle contract terms and agreements by recording critical details on the
distributed ledger. This ensures that all contractual information is stored securely,
transparently, and immutably, forming a single source of truth for all parties involved
in a data sharing agreement.
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4.2.3. Technology stack and development tools

The DLT Engine is built upon a layered blockchain architecture. For this initial version, the
technology stack is based on the following:

Blockchain Platform: The implementation is built on an Ethereum-based platform,
which provides the decentralized ledger for storing fransaction data and smart
contracts.

Smart Contract Execution: The system stores and executes smart contract code that
defines the rules and terms agreed upon between parties.

Transaction Ledger: It actively maintains the immutable ledger of all tfransactions,
ensuring a tamper-proof audit trail of contract creation and state changes.
The stack of technologies used to build the Smart Contract Manager is summarized in Table
7.

Table 7: Summary of the technology used to build the Distributed Ledger Technology

Pillar Library / Framework Version
Blockchain Node Hyperledger Besu 24.1.2
Smart Contract Language Solidity 0.8.24
Development Framework Hardhat 2.20.1
Conftract Libraries OpenZeppelin Contracts 5.0.2
Client Interaction Ethers.js 6.11.1
Block Explorer BlockScout 5.5.0

The engine utilizes the underlying consensus mechanism of the chosen Ethereum platform
(e.g.. Proof of Work for a test net or a Proof of Authority for a private consortium setup) to
ensure data integrity across the network.

4.2.4. Underlying assumptions and  identified
constraints

As specified also above, the DLT provides the necessary security, transparency, and
immutability required for managing data sharing contracts within the ODEON project. The
DLT Engine is assumed to operate exclusively as a backend layer for the Smart Contract
Manager and will be accessed via its interface.

The DLT Engine is a specialized component and is entirely dependent on the Smart Contract
Management Engine for initiating tfransactions and deploying contracts. It does not function
as a standalone service. The first version is specifically implemented on an Ethereum-based
protocol. The scope of this version is constrained to recording contract terms. Complex on-
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chain enforcement logic, automated settlements, or interactions with external data
(oracles) are not within the scope of the ODEON implementation.

4.2.5. Upcoming features and roadmap for next
release

The first version of the DLT Engine establishes a robust foundation for on-chain contract
management. The roadmap for the second release will focus on expanding its capabilities.
As specified also in previous section, future work will involve developing more advanced
smart contfracts that can automate aspects of contract enforcement.

We will also evaluate the implementation of a more tailored consensus protocol (e.g., Proof
of Stake or Proof of Authority) to optimize performance and energy efficiency, ensuring the
technology choice remains optimal for the project's evolving needs. Moreover,
integrational activities will be performed, and the alpha evaluation will highlight any
bugs/issues of the first version.

4.3. Smart Contract Auditor and Settlement Engine

4.3.1. Component overview and functional scope

As stated in D2.2, the Smart Confract Auditor & Settlement Engine is a pivotal component
within the ODEON Cloud Edge Orchestrator and Operations Manager, responsible for
managing the post-negotiation lifecycle of smart contracts. After an agreement is finalized
by the Smart Contract Manager, this engine takes over to oversee its execution, ensuring all
parties adhere to the terms.

The core function of this engine is to facilitate the exchange of data assets and handle the
associated tfransactions between providers and consumers. It monitors active contracts
from activation to expiration, manages the settlement of payments, and performs audits to
verify compliance. For this first version, the scope is centered on establishing the
foundational mechanisms for contracts settflement and compliance auditing, laying the
groundwork for more advanced automation in the future.

4.3.2. Current functional capabilities

The first version of the Smart Contfract Auditor & Settlement Engine implements the two
primary features required for managing active data sharing agreements:

SCAS-01: Settle fransactions of data sharing agreements: The engine manages the
complete settlement process for fransactions. It implements clear financial
procedures and maintains detailed records to track and validate all payments,
ensuring they are executed in full compliance with the contract terms.
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SCAS-02: Audit the active contract to ensure compliance with the agreed terms: The
engine conducts regular audits of active confracts to verify that all parties are
adhering to their contfractual obligations. This includes reviewing performance
meftrics and transactions to identify and flag any discrepancies promptly.

4.3.3. Technology stack and development tools

The architecture of the engine is designed to handle both off-chain business logic and on-
chain verification. The technology stack for this version consists of:

Back-end: Developed using NodeJS and the NestJS framework to manage the core
auditing and settlement logic.

Front-end: A monitoring interface is built with VuelS and TailwindCSS, allowing
operators to observe contract settlement performance.

Blockchain Interaction: The engine interacts with an Ethereum-based platform to
retrieve immutable contract details from the Contract Ledger. The settlement and
auditing processes also leverage the DLT network for verification and record-

keeping.

The stack of technologies used to build the Smart Contract Manager is summarized in Table
8.

Table 8: Summary of the technology used to build the Smart Contract Auditor & Settflement

Engine
Pillar Library / Framework Version
Back-end Framework Nest.js (on Node.js) [27] v10.3.3
Front-end Framework Vue.js [6] v3
DLT Interaction Ethers.js [23] vé6.11.1
Database PostgreSQL [28] v16.2
Ul Styling TailwindCSS [7] v4.1.5

4.3.4. Underlying  assumptions and  identified
constraints

Following the first release of this engine, some key assumptions and restrictions are reported.
First, the system assumes that contfracts are valid and final once they are conveyed from
the Smart Confract Manager. Since monetary transactions cannot be verified within the
project, the implementation of any payment system falls outside the scope of ODEON.

The engine is highly dependent on other components. It requires the Smart Contract
Manager for finalized contfracts and the DLT Engine for access to the on-chain Contract
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Ledger. It cannot operate as a standalone module. In this first version, the auditing process
is based on transactional data and performance metrics available directly to the engine.
Deep integration with the Data Observability Service for automated checks on data quality,
freshness, and frequency are not yet implemented.

4.3.5. Upcoming features and roadmap for next
release

This first version establishes the core settlement and auditing capabilities. The roadmap for
the second release will focus on deepening automation and integration.

A key priority will be the component’s full integration with the Data Observability Service.
This will allow the engine to automatically audit contracts against precise data quality
metrics specified in the terms, such as freshness and update frequency, enabling robust and
automated compliance checks. Future work will also focus on enhancing the settlement
management system with all dataset types examined in the project. Considering the overall
confract revocation process, we will ensure a seamless and orderly conclusion to contract
lifecycles. Any issues following the alpha testing period will be also addressed in the second
release.

4.4, Data Sharing Service

4.4.1. Component overview and functional scope

As reported in D2.2, the Data Sharing Service is the core component responsible for
orchestrating the transfer of data assets between stakeholders within the ODEON
ecosystem. Every data exchange is governed by the terms of an active, underlying data
confract, ensuring all transfers are authorized and compliant. The service is designed to be
deployed across the cenftralized cloud, federated spaces, and at the edge.

For this first version implementation, the functional scope is focused exclusively on the
centralized data sharing model. This means the service facilitates the transfer of data assets
that have been uploaded to the ODEON Centralized Cloud Data Space. It manages the
process of making these assets available to an authorized data consumer via API-based
retrieval (as detailed with the Data Retrieval Service explained in Section 3.4), in alignment
with the specific terms negotiated in their data sharing agreement.
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4.4.2. Current functional capabilities

The current version of the Data Sharing Service provides the foundational capabilities for
the centralized data sharing model:

DSS-03: Centralized cloud data space-based data sharing: The service's primary
function in this release is to manage the transfer of data assets that reside in the
cenfralized cloud. It orchestrates the process of making this data accessible to the
authorized data consumer following the contfractual process.

DSS-01: Data access based on the contract terms: All data sharing operations are
strictly governed by the details of the active smart contract. The service consults the
confract terms to ensure that any request for data access is valid before
proceeding.

4.4.3. Technology stack and development tools

The Data Sharing Service is implemented as a backend component, designed to
orchestrate data flows between other services rather than interacting directly with end-
users. The service is built using NodeJS and the NestlJS framework, providing a robust and
scalable foundation for managing data sharing logic and integrations.

The technology stack behind this component is summarized in Table 9.

Table 9: Summary of the technology used to build the Data Sharing Service

Technology Version License
Node.js [2] 22.19.0 (LTS) MIT License
Nest.js [27] 11.1.6 MIT License

PostgreSQL [28] 18 PostgreSQL License
Elasticsearch [15] 8.18.3 Elastic License 2.0

4.4.4. Underlying  assumptions and  identified
constraints

The service operates on several key assumptions and is defined by specific constraints in this
first version. It is fundamentally assumed that any data asset intended for sharing is first
uploaded to and made available within the ODEON Centralized Cloud Data Space.
Consequently, a primary constraint of this release is its exclusive support for the centralized
release.

For the governance of any data exchange, the service assumes that the Smart Contract
Manager is the single source of truth for all rules and permissions. The service's own role is
strictly that of an orchestrator, as it authorizes transfers but does not perform the data
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movement itself. Following this authorization, the actual data retrieval is carried out by other
components, as it is assumed the consumer will access the data via the API-based
mechanisms provided by the Data Retrieval Service and the Open APl Gateway.

4.4.5. Upcoming features and roadmap for next
release

This first version establishes the core functionality for centralized data sharing. The primary
and most significant goal for the next release is to implement the federated data sharing
model. This will involve infroducing the peer-to-peer data sharing (DSS-02) capability, which
will allow stakeholders to share data assets directly from their own on-premise or private
cloud environments without needing to upload them to the central ODEON Data Space
first. This major enhancement will increase the flexibility and appeal of the ODEON
framework, supporting a much wider range of data sovereignty and governance
requirements. In addition, issues/bugs will be fixed following the integration and testing
activities to be performed in the following months.
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5. Distributed Intelligence Layer

In this section we provide the documentation of the components delivered as part of the
work in T4.3, considering the architecture definition in D2.2.

5.1. Federated Learning Engine

5.1.1. Component overview and functional scope

As reported in D2.2, the federated learning engine is a fundamental component of the
ODEON Distributed Intelligence Layer, designed to enable collaborative training of Al models
across distributed edge environments while preserving data privacy. This engine supports a
federated learning approach, where multiple edge devices work together to train a model
without sending the data owned by each device, thereby preserving local data privacy and
security. Only the aggregated model updates are shared with a central entity allocated in
the ODEON Cloud platform.

Expanding on the details of this federated learning approach, training occurs locally on each
device over a series of rounds. At the end of each round, only the updated model weights
are sent to a central entity in the ODEON cloud platform. This central server aggregates the
individual model contributions, resulting in a more global, generalizable and powerful model,
which is then redistributed back to the participating clients.

The main benefits of this approach include the preservation of data confidentiality and the
elimination of the need to transfer client data to a central server. This significantly enhances
privacy, reduces the data transferred across the network, and reduces the resource
consumption and network load, leading to a more sustainable and cost-effective
infrastructure. Additionally, the federated learning engine is optimized for efficient processing
on resource-constrained edge devices, ensuring scalable model fraining in different
environments.

The engine facilitates the configuration and customization of federated learning pipelines,
enabling seamless integration with diverse edge devices and handling various data types
and volumes. The engine also includes tools for monitoring and managing the performance
of the learning process.

5.1.2. Current functional capabilities

To report the status of the current implementation of the federated learning engine, the
features outlined in D2.2 are taken intfo account. Several features have been achieved
during this period:

FLE-01: Configuration of federated learning pipelines. The current version allows for
the configuration of different federated learning workflows, which can be easily
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customized through the selection and instantiation of various types of pods.
Configurable parameters include the type of aggregator used in the server, the type
of input datasets used for training, the communication protocol (HTTP or Kafka), the
ML libraries used for training and evaluation (TensorFlow/Keras, PyTorch, Sklearn), or
the compressors used to reduce the model size before transmission. Figure S illustrates
how the user can instantiate the pods required to build the desired federated
learning workflow (e.g.: selecting HTTP as the communication protocol, CSV as the
data format, and Keras as the ML library to tfrain and evaluate the models). In
addition, Figure 5: Instantiation of pods within the federated learning framework

shows how the user establishes the connections between these small processing
units (pods). The red rectangle on the server side includes the line codes that waits
for all client contributions before sending them to the aggregator to build a new
global model, while the blue rectangle shows how the client triggers a new data
loading and model training upon receiving a new global model from the server.

client.py

docs > examples > hello_world > flactors > server.py > .. do examples > h > flactors > client.py > ...
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Figure 6: Interconnection of pods within the federated learning framework
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FLE-02: Integration with diverse edge devices. The engine has been successfully
integrated with edge devices using Barbara technology [32]. This integration was
validated through a proof-of-concept in which the federated learning clients were
deployed across different virtual machines integrated with Barbara, while the server
was hosted on the cloud platform. Both the deployment and the actual execution
and fraining of a model using this federated learning approach were successfully
tested.

FLE-03: Support for federated learning-specific algorithmic libraries. The engine
includes support for a federated learning library which will be explain in detail in the
next subsection.

FLE-04: Performance monitoring and management. Performance can be monitored
both through logs from each fraining round and via easy integration with other
monitoring tools.

FLE-05: Privacy-preserving model update. The engine ensures that only model
updates are shared between devices, keeping the data local and protecting the
learning using various techniques, which will be detailed in the multi-party

computations engine.

5.1.3. Technology stack and development tools

The technology stack behind this component is summarized in Table 10.

Table 10: Summary of the technology used to build the Federated Learning Engine

Library Version License
Federated learning framework 0.5.0 Proprietary
Python [33] >=3.11, <3.12 PSFL
Pandas [34] N2.1.3 BSD-3-Clause
Numpy [35] 1.23.* BSD-3-Clause
Scikit-learn [36] 1.2.2 BSD -3-Clause
Tensorflow [37] 2.15.0 Apache-2.0
PyTorch [38] N2.3.1 BSD-3-Clause
Aiokafka [39] 0.8.0 Apache-2.0
Boto3 [40] N1.35.17 Apache-2.0
Pydantic [41] N2.6.4 MIT
Aiohttp [42] 3.8.* Apache-2.0
Asyncio (part of Python [33]) 3.4 PSFL
Msgpack [43] N1.0.8 MIT
Pyyaml [44] N6.0.1 MIT
Zstd [45] >=15.5.1,<=15.6.7 MIT
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The federated learning engine is built on top of a fully extensible framework, an asset originally
developed by ATOS and specifically designed to support this type of training within the Al/ML
field. Within ODEON, the framework has already been tested and integrated into the
ecosystem through a proof-of-concept involving Barbara technology (see Subsection 5.1.2).
Its objective is to extend and enhance this technology to support the configuration and
integration of complete Al pipelines, covering all stages of the ML lifecycle, from data
loading to model deployment in production. Some of the upcoming features to be
incorporated into the framework are described in Subsection 5.1.5.

The mentioned federated learning framework is implemented in Python. The system adopts
a pipes and filters design [46], in which each processing stage is managed by an
independent unit called a pod. This modular structure allows individual pods to be updated
or replaced without impacting the entire system. Additionally, the framework follows an
event-based approach, where processes are triggered by specific events or signals,
improving efficiency and reducing unnecessary computation. Overall, this design provides a
secure, flexible, and practical solution for privacy-preserving collaborative machine learning
within the ODEON ecosystem.

To support its objectives, the framework leverages a set of open-source libraries, grouped by
functionality:

Libraries such as Pandas and NumPy are used for data handling and preprocessing
tasks, including data manipulation and numerical computation.

For model training and deep learning, TensorFlow, Torch, and Scikit-learn serve as the
core engines for developing and training models, offering compatibility with a wide
range of neural network architectures.

To enable event-driven and distributed operations, including asynchronous
communication and orchestration tasks, the framework integrates Asyncio, Aiohttp,
and Aiokafka, which facilitate asynchronous task execution and inter-node
messaging—particularly useful in federated settings.

Other libraries such as Msgpack and Zstd are used to efficiently serialize and
compress data exchanges.

In addition, the framework supports cloud integration and configuration. Boto3
ensures seamless interaction with data storage tools based on S3, such as MinlO,
Pyyamlis employed for configuration file management, and Pydantic enforces data
validation and schema consistency across system components.

This technology stack ensures that the federated learning engine is robust, extensible, and
aligned with the goals of distributed Al within ODEON, providing a practical and secure
foundation for real-world deployment scenarios.
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5.1.4. Underlying  assumptions and identified
constraints

The usefulness and applicability of the federated learning engine developed within ODEON
rely on several key assumptions and are subject to a number of operational constraints.

A fundamental assumption is the availability of a minimum number of edge devices or
nodes acting as clients in the federated learning setup. At least two participating clients are
required to initiate a valid training process, although a higher number is generally desirable
to fully leverage the benefits of collaborative learning, such as improved generalization of
the final model. Without a sufficient number of participating nodes, the federated setup
may not provide meaningful performance gains compared to traditional centralized
approaches.

Another critical assumption is the availability of suitable machine learning models and
datasets that can be effectively trained in a decentralized manner. The data must be
locally accessible at the client level, and the underlying distribution of the data across
clients must support the intended learning task. Furthermore, the selected models must be
compatible with the federated learning engine. In its current version, the framework
supports models implemented using the mainstream deep learning libraries, namely
TensorFlow, PyTorch, and Scikit-learn. If models developed with other frameworks or custom
implementations are required in the context of the project, additional integration work and
custom adaptations will be necessary to ensure full compatibility with the federated
learning engine.

Several constraints also apply to the system's deployment and usage. These include network
reliability and bandwidth limitations, which may impact communication between the
cenfral orchestrator and the clients, especially in edge or rural environments.
Computational resources at the client level (e.g., memory, CPU/GPU availability) can also
limit the complexity of models that can be trained in a federated setup. Additionally,
heterogeneity in client availability and connectivity (e.g., intermittent devices) must be
considered, as it may affect the synchronization and overall performance of training rounds.

Finally, it is assumed that data privacy regulations and internal policies allow for local
training on sensitive data without requiring data transfer to a central server. The federated
approach aligns with privacy-preserving principles, but its adoption depends on the legal
and ethical acceptability within each deployment context.
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5.1.5. Upcoming features and roadmap for next
release

The next development iterations of the federated learning engine will focus on enhancing its
integration within the broader ODEON ecosystem and validating its applicability through reall
use cases and experimental deployments.

One of the key priorities is to continue the integration with other core components, including
the Al Designer / Workbench, the Multi-party Computation Engine, and the Results Explorer.
This integration will enable the end-to-end orchestration of Al pipelines, combining data
federation, secure computation, model configuration, and results visualisation within a
cohesive framework.

In parallel, the component will be used to run experiments using project-specific datasets
and assets, primarily developed in the context of WP5 and WPé. These experiments will serve
to demonstrate the engine’s capabilities in real-world distributed learning scenarios.
Furthermore, additional experimentation is planned in the context of the ODEON open call,
where third-party contributors will have the opportunity to apply the federated learning
engine to their own datasets and use cases, further validating its flexibility and robustness.

These activities will help guide the next release roadmap, focusing on improvements in
usability, scalability, and support for additional learning paradigms and model types based
on feedback from real deployments.

5.2. Multi-party Computations Engine

5.2.1. Component overview and functional scope

The Multi-party Computations (MPC) Engine enables the deployment and execution of
Al/ML models on edge nodes in a secure, privacy-preserving manner, as well as the training
of those Al models when an extra security layer is required when training a model in a
collaborative way. The core functionality ensures that models are executed locally where
the data is generated, eliminating the need to transfer raw data to centralized servers, and
that the insights extracted from the data are shared after applying privacy-preserving
techniques. This architecture promotes data privacy, reduces latency, and enhances
system scalability.

MPC not only includes everything that a device provides in terms of security within the Node
Manager environment, but also the capabilities and protocols required to protect data
when exchanged between nodes (for example, to enable federated training). We achieve
this through techniques such as differential privacy or the secure sum protocol, which we
provide via our federated learning engine.
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The engine is integrated with the Barbara Panel, providing seamless orchestration,
deployment, monitoring, and update mechanisms for distributed edge systems. It is
particularly useful in environments where data sensitivity and real-tfime processing are
crucial.

5.2.2. Current functional capabilities

To report the status of the current implementation of the Multi-party Computations engine,
the features outlined in D2.2 are taken intfo account:

MPCE-01: Secure computation over distributed data. The system supports data
privacy enforcement, ensuring no row data leaves the edge nodes, and only
encrypted or summarized outputs are allowed to be transmitted.

MPCE-02: Support for advanced cryptographic techniques and MPCE-03: Flexible
protocols for various data processing requirements. The system supports differential
privacy, which uses Gaussian noise to protect individual data points during the
computations, and the Secure Sum protocol, which allows to securely aggregate
data, particularly in federated learning scenarios, where model weights are shared
and updated without revealing private data. In the second version, the system will
also incorporate homomorphic encryption.

MPCE-04: Localized data processing to ensure privacy and compliance. The system
includes audit logging, so built-in logging inspection tools allow verification of data
movements and system behaviors.

Apart from these, the engine supports:

Edge model deployment: Secure and efficient deployment of packaged Al models
(Docker, ONNX, TensorFlow, PyTorch, Scikit, XgBoost, TFLite, etc.) to selected edge
nodes.

Secure model update mechanism: Models can be updated or replaced remotely
via encrypted channels with full auditability and rollback options.

Local inference on live field data: Supports real-time interaction between deployed
models and live or simulated sensor/field data sources.

System resource monitoring: Live tracking of CPU, memory, and network utilization
through the Barbara Panel.
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5.2.3. Technology stack and development tools

A summary of the technologies used up to date to build the Multi-Party Computations
Engine is presented in Table 11.

Table 11: Summary of the technology used to build the Multi-Party Computations Engine

Library Version License
Barbara OS [32] 4.5.5 Enabled for the project
Barbara Node Manager [32] 1.7.0 Enabled for the project

5.2.4. Underlying  assumptions and  identified
constraints

The implementation of the Multi-party Computations Engine assumes the availability of
compatible edge devices with sufficient computational resources to run Al models and
handle local data processing. These devices must have stable internet connectivity for
model updates and data synchronization. It is also assumed that relevant data will be
accessible. Additionally, the technology of the Barbara OS and Barbara Node Manager
must be correctly installed on all edge devices, as it provides the underlying security and
infrastructure for the majority of the features within this component.

While the system leverages the computational capabilities of edge devices, some devices
may have limited resources, which could impact the scale of Al models that can be
deployed.

5.2.5. Upcoming features and roadmap for next
release

The next release of the engine will focus on the integration with other key components, such
as the Federated Learning Engine will be prioritized to enable seamless collaboration
between edge nodes. The next release will also include Homomorphic Encryption, enabling
computations on encrypted data without decryption. This will enhance privacy by allowing
secure model training and data processing in federated environments while ensuring
compliance with privacy regulations.
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6. AlOps Stack

In this section we provide the documentation of the components delivered as part of the
work in T4.4, taking info account the architecture definition in D2.2.

6.1. Al Designer / Workbench

6.1.1. Component overview and functional scope

As reported in D2.2, the Al Designer / Workbench (AIDW) is a fundamental component of
the ODEON AlOps Configuration and Orchestration Layer, designed to facilitate the end-
to-end development and management of Al models in a modular and user-friendly
manner. The AIDW offers an interactive environment where users can design, configure,
and execute Al pipelines, supporting various stages of the machine learning lifecycle—from
data exploration and feature engineering to model training, evaluation, and deployment.

Expanding on the core functionalities of the AIDW, the system provides intuitive visual tools
that allow users to construct and orchestrate Al workflows through a graphical interface.
These workflows can combine different components—such as preprocessing steps, training
algorithms, evaluation modules, and deployment strategies—into a pipeline that can be
iteratively tested and refined. This flexibility enables rapid prototyping and continuous
improvement of models in a collaborative and reproducible way.

One of the key strengths of the AIDW is its ability to promote collaboration and reusability
across teams. Users can share models, datasets, and experiment results by streamlining
team-based development and reducing duplication of effort. Additionally, the platform
ensures that experiments are versioned and traceable, improving tfransparency and
enabling reproducibility across different runs and contributors.

6.1.2. Current functional capabilities

To assess the current implementation status of the Al Designer/Workbench, the functional
features described in D2.2 have been taken as a reference. Several of these features are
already present in the current prototype:

AIDW-01: User-friendly interface for Al model design. The component, already
deployed within the ODEON cloud platform, includes an intuitive interface (based
on Kubeflow’s native Ul) for Al model design, enabling users to create visual
workflows through a web-based Ul where they can visually see the pipeline
components as connected nodes. Figure 7 and Figure 8 illustrate the current
interface, in users can configure monitor the execution status in a graph composed
of connected nodes, with each node representing a different pipeline step (e.g.:
data loading, data processing, data splitting, and training stages).
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Figure 8: Execution of an Al pipeline in the Al Designer /| Workbench Ul

AIDW-03: Integration with ML/DL libraries. The integration with mainstream ML/DL
libraries such as TensorFlow, PyTorch, and Scikit-learn is supported. These libraries can
be invoked as components within Kubeflow pipelines or used directly in Jupyter
Notebooks embedded in the workbench. The Al Designer/Workbench is provisioned
with the Docker image provided by the ML/DL Libraries component.
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AIDW-04: Visualization tools for model performance. The component includes tools
for visualizing model performance, such as loss curves, accuracy metrics, and
confusion matrices. By now, this capability is primarily supported through the use of
Jupyter Notebooks, which are natively integrated into the component. These
notebooks allow users to generate visualizations during training and validation
phases, providing immediate feedback and enhancing model interpretability.

6.1.3. Technology stack and development tools

The deployment of the Al Designer / Workbench within ODEON is supported by a stack of
open-source technologies (see Table 12), chosen for their robustness, interoperability, and
alignment with the needs of distributed Al development.

Table 12: Summary of the technology used to build the Al Designer / Workbench

Library Version License

Kubernetes [47] 1.31.7 Apache-2.0
Kubeflow [48] 1.9.1 Apache-2.0
Kubeflow Pipelines [49] 2.3.0 Apache-2.0
Katib [50] 0.17.0 Apache-2.0
Jupyter Notebooks [51] 1.9.0 Apache-2.0
MLflow [52] 2.21.1 Apache-2.0

Kubernetes serves as the core orchestration platform, managing containerized
services and enabling scalable deployment of Al workloads across both cloud and
edge environments.

Kubeflow builds on Kubernetes to provide a unified framework for managing the
end-to-end lifecycle of machine learning workflows, ensuring modularity and ease
of integration with other Al components.

Kubeflow Pipelines facilitates the visual design, execution, and tracking of reusable
Al pipelines. It allows users to compose complex workflows through a graphical
interface, improving reproducibility and automation.

Katib, the AutoML component of Kubeflow, enables automated hyperparameter
tuning, allowing for efficient optimisation of model performance without manual trial
and error.

Jupyter Notebooks, integrated within the workbench, provide an interactive and
familiar interface for data scientists to explore data, develop models, and test code
in real fime.

MLflow is included to enhance experiment tracking and model governance. It allows
users to log, version, and manage models and their associated metadata,
supporting collaboration and traceability across the development lifecycle.
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6.1.4. Underlying  assumptions and identified
constraints

The Al Designer / Workbench assumes the availability of an infrastructure based on
Kubernetes to ensure the proper deployment and orchestration of its components. The
system is designed to operate in environments that support persistent storage, user
authentication mechanisms, and network access to shared resources such as object
storage (e.g.. MinlO or S3) and container registries.

Current constraints include the need for users to define and configure pipeline components
programmatically, as no-code drag-and-drop capabiliies are not yet available. In
addition, collaboration is limited to shared infrastructure and access to common resources,
as fine-grained access control and multi-user permissions (e.g., restricting visibility of certain
datasets or experiments) have not been fully integrated.

Another consideration is that while Jupyter Notebooks provide powerful flexibility for model
development and visualization, they require users to have programming skills and
knowledge of Python and ML frameworks, which may limit accessibility for non-technical
users.

6.1.5. Upcoming features and roadmap for next
release

AIDW-02: Drag-and-drop functionality for building Al pipelines. Although the current
interface allows users to visualize pipelines as directed graphs, the actual
construction still requires manual code. In future releases, the integration of tools like
Kale will be explored to enable true drag-and-drop pipeline creation directly from
the Ul, making the platform more accessible to non-programmers.

Improved visuadlization tools for model performance. While Jupyter Notebooks
currently provide visual feedback during training (e.g., loss curves or accuracy plots),
further enhancements will be evaluated—such as TensorBoard integration—to offer
a more interactive view of training metrics. This directly enhances the feature AIDW-
04: Visualization tools for model performance.

AIDW-05: Collaborative features for team-based Al development. Full integration of
access control mechanisms is still pending, so future updates will infegrate the Al
Designer / Workbench with other components of the ODEON ecosystem such as the
Contract Manager, which will define user-level permissions for accessing datasets,
models, and other resources. This will support more collaboration between different
users and teams.
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6.2. Al Pipelines Runtime Manager

6.2.1. Component overview and functional scope

The Al Pipeline Runtime Manager aims to coordinate the efficient execution of Al pipelines
within the ODEON architecture. It provides a layer of abstraction between the pipeline
design (defined in the Al Designer / Workbench) and its physical execution (managed by
the Al Pipeline Execution Engine). This component allows users to deploy their applications,
ensuring that tasks are optimally allocated to available resources (e.g., Kubernetes clusters,
edge environments, or centralized servers).

When deploying a new application, the Runtime Manager registers an instance of the
pipeline (Applnstance), evaluates its structure as a directed acyclic graph (DAG), and
generates the corresponding task instances, assigning each one a conftrolled initial state.
Execution management is arficulated through a Scheduler, which determines when each
task can transition to the running state. This Scheduler interacts with the MatchMaker
module, which is responsible for efficiently mapping tasks and compute nodes, considering
metrics such as capacity, connectivity, latency, and the specific conditions of available
resources across the cloud confinuum (edge, near-edge, cloud).

6.2.2. Current functional capabilities

To assess the current implementation status of the Al Pipelines Runtime Manager, the
functional features described in D2.2 (AIRM-01 to AIRM-05) have been taken as a reference.
The component provides a set of operational technical capabilities focused on the modular
and efficient management of artificial inteligence workflows. The capabilities currently
available are:

Pipeline instantiation and lifecycle management (Applnstances). The system allows
the creation of application instances (Applnstances) from user-defined descriptions.
These instances include tasks with dependencies that are organized as a directed
acyclic graph (DAG) and managed throughout their lifecycle. The execution state
of each instance is dynamically updated according to formal rules defined in the
execution FSM (Finite State Machine). This capability contributes to AIRM-01:
Orchestration of Al pipeline execution by supporting pipeline instantiation,
dependency management, and lifecycle control.

Dependency-based scheduling (Scheduler). The Scheduler module determines
when a task (Tasklnstance) can be executed based on its dependencies. Tasks in
the WaitingForDependencies state are not executed until all predecessor tasks are
completed successfully. This module contributes to AIRM-01 by managing the
workflow dependencies and sequencing.
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Intelligent task assignment (MatchMaker). The system includes a MatchMaker
component that receives pending tasks along with environmental information (such
as node fleets, constraints, etc.) and returns optimal task-to-resource assignments.
This enables dynamic and contextual workload allocation. In the current
implementation, simple strategies (random, first-fit) are applied, which already
address AIRM-02: Parameter-based optimization at a baseline level. Advanced
optimization strategies will be further developed (see Section 6.2.5).

Modular execution and status notification (Executor). The Executor issues orders to
computing resources (using ExecutorOrder) and receives status nofifications
(ExecutorNotification), updating the progress of each minimal execution unit
(Dotinstance). This allows the system to be agnostic with respect to the specific
infrastructure (e.g., Kubernetes or Docker). This capability contributes to AIRM-03:
Dynamic workload adjustment and balancing by ensuring that execution progress is
tracked across heterogeneous backends, although workload adjustment is not yet
supported. Moreover, by abstracting the execution backend, the Runtime Manager
establishes the basis for AIRM-05 (support for edge and near-edge environment), as
it can operate across heterogeneous infrastructures and is prepared for future
deployment in resource-constrained scenarios.

Execution monitoring and state control (AppState). All runtime state information is
managed through the AppState module, which provides the updated state of each
task, thread, and the entire application, enabling monitoring, diagnosis, and
programmatic control of the pipeline. This module lays the foundation for AIRM-04:
Resource prediction and allocation based on historical metrics, although at present
their role is limited to monitoring and recording.

Error, failure, and cancellation handling. The system is designed to react to failures. If
a task fails, its descendant tasks can be marked as skipped, and the application
state is updated to failed or cancelled, as appropriate. This logic is formally defined
and automated within the execution model. These mechanisms reinforce the
guarantees of AIRM-01 and AIRM-03, ensuring consistent orchestration under failure
scenarios.

6.2.3. Technology stack and development tools

The development of the Al Pipelines Runtime Manager relied on a set of technologies
widely used. The main categories are detailed below:

Python was used as the primary development language, chosen for its versatility.

FastAPl was used as the primary framework for building web services and RESTful APIs
due to its performance, OpenAPI compatibility, and automatic documentation.

SQLModel was used to define the data model and relational persistence, combining
the functionalities of Pydantic (data validation) and SQLAlchemy (ORM).
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Testing was addressed using tools such as pytest, complemented by extensions such
as pytest-xdist, pytest-mock, and pytest-httpx for parallelization and service mocking.

Docker was the base technology for containerizing the system. Multiple objectives
(prod, test, dev, stub_executor_backend, etc.) have been defined to facilitate both
local development and isolated and reproducible execution of the system.

Docker Compose is used for service orchestration, facilitating the simultaneous
deployment of all components (controller, authentication, scheduler, etc.).

Table 13 contains the modules used in the current implementation.

Table 13: Summary of the technology used to build the Al Pipelines Runtime Manager

Library Version License
Python [33] 3.13 PSF License
FastAPI [20] 0.116.1 MIT License

OpenAPI [53] 3.1.1 Apache 2.0
Pydantic [41] 2.11.7 MIT License
SQLAIchemy [54] 2.0.43 MIT License
SQLModel [55] 0.0.24 MIT License
Pytest [56] 8.3.x MIT License
pytest-xdist 3.8.0 MIT License
pytest-mock 3.14.1 MIT License
pytest-httpx 1.0.0 MIT License
Docker [57] 4.43 Apache 2.0
Docker Compose [58] 2.39.2 Apache 2.0

6.2.4. Underlying  assumptions and identified
constraints

The Al Pipeline Runtime Manager relies on the following underlying assumptions:

Structured deployment requests via the Al Designer / Workbench: The orchestration
system assumes that Al pipeline deployment requests are received from a higher-
level component (Al Designer / Workbench). These requests consist of a pipeline of
tasks, which are expected to include complete and structured description: AlIOps
reference, dependencies, and additional metadata.

Availability of execution infrastructure: A pool of computational resources (e.g.,
edge devices, Kubernetes clusters, or cloud servers) is assumed to be available and
accessible at orchestration time, described in terms of capabilities, connectivity, and
resource constraints.

Operational executor interface: It is assumed that the Al Pipelines Execution Engine
is accessible and correctly interfaced. It receives task-to-resource mappings,
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executing them accordingly, and reporting their execution status back to the
Runtime Manager.

Cloud-edge continuum compatibility: The orchestration logic is built on the
assumption that execution environments may span from centralized cloud
infrastructure to edge nodes. It is agnostic to the nature of the node, as long as its
execution properties and connectivity are defined.

Availability of external services: The system assumes that supporting services (e.g.,
authentication services, and monitoring tools) are accessible and provide consistent,
up-to-date information upon request.

Standards compliance for interoperability: The orchestration system is expected to
operate within an environment that adheres to relevant interoperability standards.

The orchestration system operates under specific constraints:

Real-time responsiveness: The responsiveness of the AlOps orchestration logic may
be constrained by communication latency and limited bandwidth between
components.

Security and privacy overheads: Integration with privacy-preserving services (e.g.,
anonymizers, access controllers) may infroduce additional latency or processing
overheads.

Resource description limitations: The accuracy of task-to-resource assignment
heavily depends on the reliability of the metadata provided by the resource
manager. Any lack of precision may lead to suboptimal executions.

6.2.5. Upcoming features and roadmap for next
release

The following improvements are planned for the second release, once the baseline
functionality of the orchestration framework is fully validated:

Optimized task-to-resource assignment (MatchMaker enhancements): The
MatchMaker module will evolve from a basic selector to a more optimized decision-
making engine, advancing the implementation of AIRM-02. Future releases will also
incorporate resource prediction and allocation mechanisms based on historical
performance dafta (AIRM-04).

Dynamic rescheduling capabilities: Dynamic rescheduling capabilities will be
infroduced, allowing the orchestration system to reassign tasks in response to
execution delays, node failures, or changing resource availability, further supporting
AIRM-03.
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6.3. Al Pipelines Execution Engine

6.3.1. Component overview and functional scope

The Al Pipelines Execution Engine is a core component within the AlOps Configuration and
Orchestration task of the ODEON architecture. Its role is to execute Al pipelines, ranging
from simple inference tasks to complex model training, across different deployment
environments (the centralized cloud platform and distributed edge devices). It ensures
efficient use of resources and provides mechanisms for real-time analytics and low-latency
execution. The engine can dynamically adapt to the deployment context (cloud or edge),
offering a consistent abstraction layer for managing Al workloads regardless of infrastructure
constraints.

6.3.2. Current functional capabilities

The Al Pipelines Execution Engine currently supports several functional capabilities aligned
with the features defined in D2.2:

AIPEE-01: Execution of Al models and workflows. The engine enables the execution
of Al models and complete pipelines in the centralized cloud, including lightweight
inference and complex model trainings.

AIPEE-04: Optimization for low latency and high throughput. Its architecture supports
fast startup times and efficient resource utilization, enabling quick inference and
response even in demanding environments.

AIPEE-05: Scalability for simultaneous execution of multiple Al pipelines. The
Kubernetes-based design with multiple nodes and dedicated resources allows for
the parallel execution of multiple Al pipelines. This ensures that the system can scale
to handle numerous tasks concurrently, adapting dynamically to workload
demands.

6.3.3. Technology stack and development tools

The current technology stack which made up the first version of the component is
summarized in Table 14.

Table 14: Summary of the technology used to build the Al Pipelines Execution Engine

Library Version License
Kubernetes [47] 1.31.7 Apache-2.0
Docker [57] 25.0.3 Apache-2.0
KServe [59] 0.10.0 Apache-2.0
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6.3.4. Underlying  assumptions and identified
constraints

The Al Pipelines Execution Engine has been initially designed for the cloud-native platform
where Kubernetes is available. This assumption allows easy integration with tools like
Kubeflow Pipelines and KServe. However, in edge where Kubernetes is not present,
functionalities such as autoscaling, scheduling, and resource-aware orchestration need
alternative implementations. Execution in the edge assumes a Docker runtime and
persistent connectivity with the cloud to receive and execute instructions.

6.3.5. Upcoming features and roadmap for next
release

AIPEE-02 - Support for edge and near-edge devices. The component will be
enhanced with a Docker runtime designed to operate not only in cloud-based
Kubernetes environments but also in edge setups. This enables Al pipelines to run
close to the data source, optimizing latency and minimizing the need to transfer
large volumes of data to the cloud.

AIPEE-03: Handling of high-volume data and real-time analytics. Integration with
systems like Apache Kafka allows the engine to process large-scale data streams in
real time. This supports scenarios where fast data ingestion and immediate inference
or analytics are required.

AIPEE-01 and AIPEE-05 will be extended to also support execution in the edge
environments.

6.4. AlOps Lifecycle Manager and AlOps Worker

6.4.1. Component overview and functional scope

The AlOps Lifecycle Manager and the AIOps Worker are two closely connected
components of the ODEON architecture, working together to support the platform’s Al
pipeline orchestration and execution. The Lifecycle Manager handles the automation and
coordination of the entire Al workflow, while the AlIOps Worker is responsible for running
these workflows across different environments, including cloud and edge. Their integration
helps ensure a smooth transition from pipeline design to actual execution, allowing for
dynamic scheduling, resource management, and scalable operations. Given how their
roles complement each other and rely on close interaction, both components are
described together in this section.
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6.4.2. Current functional capabilities

Several of the functional features described in D2.2 for the AlOps Lifecycle Manager and
the AIOps Worker are already partially supported by the underlying Kubernetes
infrastructure deployed in the ODEON cloud environment.

AIW-01: Lifecycle management for Al pipelines across environments. Kubernetes
enables consistent management of Al pipelines by simplifying how they are
deployed, updated, and removed. It makes it easier to apply changes or roll back
when needed, helping to maintain stability and control throughout the lifecycle of
Al workflows. This feature also covers ALM-05: Pipeline management for auditability
and compliance.

AIW-02: Resource optimization for Al workload execution. Kubernetes provides
mechanisms to dynamically allocate computational, storage, and network
resources based on workload requirements. Through features like resource requests
and limits, autoscaling, and node affinity, the platform helps ensure that each Al task
receives the appropriate number of resources, improving efficiency and avoiding
bottlenecks.

AIW-03: Scheduled execution of Al pipelines, ALM-03: Al training and execution
scheduling, ALM-04: Continuous performance monitoring and retraining triggers.
Kubernetes provides CronJobs [60], which are resources used to schedule tasks on a
time-based basis, creating automatically Job objects at specified intervals to
execute specific tasks, while EvidentlyAl provides event-driven scheduling, which
allows Al workloads to be executed automatically at specific intervals or triggered
by certain system conditions, such as the availability of new data or the need to
retrain a model due to a significant drop in its performance.

AIW-05: Real-time monitoring and status reporting. The stack includes some tools
(Prometheus, Grafana, EvidentlyAl) to ftfrack performance, resource usage,
execution status, etc. These tools provide dashboards and alerting mechanisms that
give users visibility into the behaviour of Al pipelines, enabling proactive
management and quick response to failures or anomalies.

AIW-06: Scalability for distributed Al operations. Kubernetes is specifically designed
to scale horizontally. It allows workloads to be distributed across multiple nodes of
the same cluster. This capability ensures that Al pipelines can handle increasing
demands by dynamically distributing resources, applying load balancing, and
deploying replicas as needed.

AIW-07: Integration with orchestration and management tools. Many of the required
capabilities are already supported in cloud environments through Kubernetes, which
handles core orchestration tasks such as resource scheduling, failover, and container
lifecycle management. On top of this, Kubeflow Pipelines acts as a higher-level
orchestration layer specifically designed for managing ML workflows, while MLflow
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complement this by providing experiment tracking, model versioning, and
reproducibility features.

6.4.3. Technology stack and development tools

Table 15 summarizes the key technologies supporting the implementation of the AlOps
Lifecycle Manager and the AIOps Worker, and their integration into the ODEON ecosystem.

Table 15: Summary of the technology used to build the AIOps components

Library Version License
Kubernetes [47] 1.31.7 Apache-2.0
Kubeflow [48] 1.9.1 Apache-2.0
MLflow [52] 2.21.1 Apache-2.0
Docker [57] 25.0.3 Apache-2.0
EvidentlyAl [61] 0.7.12 Apache-2.0
KServe [59] 0.10.0 Apache-2.0

Kubernetes provides the orchestration backbone in cloud environments, enabling
automated deployment, scaling, and management of Al pipeline containers. Kubeflow is
used to define and run complex ML workflows, supporting lifecycle management features
such as fraining, tuning, and deployment. MLflow complements these capabilities by
offering experiment tracking, versioning of models, and model registry. Additionally, Docker
serves as the core container runtime across both cloud and edge environments, enabling
the packaging and consistent execution of Al workloads. Together, these open-source
technologies allow the AlOps Worker to coordinate, monitor, and optimize Al pipelines
efficiently.

6.4.4. Underlying  assumptions and identified
constraints

The current design of the AIOps Worker and AlOps Lifecycle Manager assumes a
deployment context based on cloud infrastructure, with Kubernetes acting as the
orchestration and execution backbone. This enables the use of built-in features such as
workload scheduling, autoscaling, monitoring, and integration with ML workflow tools like
Kubeflow Pipelines and MLflow. However, this assumption limits the applicability of both
components in ODEON edge environments, where Kubernetes is not available. As a result,
certain functionalities—especially those related to dynamic orchestration, environment-
specific adaptation, and full integration with lifecycle automation tools—are not yet fully
supported outside the cloud. This creates a gap in the ability fo automate Al lifecycle
processes (e.qg., fraining, retraining, deployment) on edge devices.
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6.4.5. Upcoming features and roadmap for next
release

Future development of the AlOps Worker and the Lifecycle Manager will focus on
supporting execution in edge environments (AIW-04: Adaptation to environment-specific
requirements), where Kubernetes is not available but Docker-based runtimes are. The goal
is to allow Al pipelines to be fully orchestrated from the central cloud interface (e.g., Al
Designer / Workbench), while their actual execution can occur automatically on Docker-
enabled edge devices.

To achieve this, upcoming work will include the development of a lightweight remote
execution agent capable of receiving and running Al pipeline jobs defined in the cloud.
This agent will interface with Docker on edge devices and support receiving tasks over
secure protocols (e.g., HTTP/gRPC or message queues). Combined with cloud-based
scheduling and triggering mechanisms, this will enable the automatic execution of Al
pipelines on edge environments based on data availability or predefined policies—without
requiring manual setup—thus extending capabilities like fime-based or event-driven
execution to non-Kubernetes edge environments.

This approach will enable full automation of lifecycle tasks in edge environments without
manual intervention and will address current limitations around environment-specific
adaptation. This will allow both components to operate effectively not only in the cloud but
also in edge environments, keeping a centralized orchestration logic while supporting
remote execution.

6.5. ML/DL Libraries

6.5.1. Component overview and functional scope

As reported in D2.2, the ML/DL libraries is a component of the ODEON AlOps Configuration
and Orchestration Layer which provides the algorithms and tools required for the
development, fraining, and deployment of Al models. It integrates the most adopted
frameworks for machine learning and deep learning tasks, allowing users to select the most
appropriate tools for their specific casuistic. In addition, the libraries must be optimized for
distributed and resource-constrained environments, enabling scalable execution across
cloud and edge infrastructures. Overall, the component ensures a consistent and high-
performance foundation for Al development within the ODEON ecosystem.
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6.5.2. Current functional capabilities

In line with the specifications defined in D2.2, the following features pointed out for the
ML/DL libraries component are currently available:

MLL-01: Comprehensive collection of ML/DL frameworks. The current version includes
three machine learning and deep learning frameworks (TensorFlow, PyTorch and
Scikit-learn), which allow users to build, train and deploy models adapted to a wide
range of Al use cases.

MLL-02: Support for data pre-processing, feature extraction, and model training. The
component provides built-in functionalities for key stages of the Al pipeline, including
data pre-processing, feature extraction, model training and model evaluation,
through the capabilities provided by the aforementioned libraries.

MLL-04: Regular updates with the latest Al advancements. The image is designed to
be continuously updated to ensure long-term compatibility with the latest
advancements in machine learning and deep learning. Future releases will include
newer versions of the frameworks as they become available, ensuring that the
component remains aligned with the evolving Al landscape.

6.5.3. Technology stack and development tools

The current ML/DL component integrates three widely adopted open-source libraries:
TensorFlow, PyTorch, and Scikit-learn (see Table 16). These frameworks are essential for
covering a wide range of machine learning and deep learning tasks. They provide robust
APIs, extensive documentation, and large communities, making them highly suitable for
building flexible and scalable Al models within the ODEON ecosystem.

Table 16: Summary of the technology used to build the ML/DL Libraries

Library Version License
Tensorflow [37] 2.15.0 Apache-2.0
PyTorch [38] 2.3.1 BSD-style license
Scikit-learn [36] 1.2.2 BSD-3-Clause

TensorFlow and PyTorch are the primary deep learning frameworks included in the
component. TensorFlow excels in production-ready environments with strong support for
model deployment and hardware acceleration. PyTorch, on the other hand, is preferred for
research and fast prototyping due to its dynamic computation graph and Pythonic
interface. Both frameworks support training on CPUs and GPUs and are compatible with
ONNX for model export and interoperability. Scikit-learn complements the stack by offering
classical machine learning algorithms, including regression, classification, clustering, etc. It
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is well-suited for smaller datasets or as part of preprocessing and evaluation pipelines in
combination with deep learning models.

6.5.4. Underlying  assumptions and identified
constraints

The ML/DL Libraries component is designed for use in distributed and containerized
environments, assuming the availability of orchestration platforms such as Kubernetes to
deploy and manage the shared Docker image across different nodes. However, when
deployed on edge or near-edge devices, hardware limitations may emerge—including
restricted CPU/GPU capacity, limited memory, and tighter energy budgets. These
constraints may affect the feasibility of executing large or complex models locally. As
already mentioned, depending on the specific resource availability and use case
requirements at the edge, further optimization and adaptation of this component may be
necessary to ensure efficient operation.

6.5.5. Upcoming features and roadmap for next
release

To address the performance and footprint requirements of edge environments (MLL-03:
Optimization for performance in distributed environments), future releases of the
component will explore the inclusion of lightweight ML/DL libraries tailored for constrained
hardware. Examples include TensorFlow Lite (now known as LiteRT [62]), designed
specifically for on-device inference with optimized performance, reduced footprint, and
hardware acceleration support, and ExecuTorch [63], which offers a minimal, efficient
runtime for running PyTorch models on edge devices, enabling inference on low-power
hardware without requiring the full PyTorch framework. These libraries can be optionally
integrated into the Docker image to enable efficient Al workloads on resource-constrained
environments.

Finally, if future use cases demand additional or specialized frameworks—or if edge
environments require extreme resource efficiency—further custom adaptation of the
Docker image or specialized libraries may be needed to maintain performance and
usability.
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6.6. Results Explorer

6.6.1. Component overview and functional scope

As reported in D2.2, the Results Explorer component provides a unified interface for
visualizing and analysing Al model outcomes (e.g., performance metrics such as accuracy,
precision, recall, F1-score, confusion matrices, latency, resource ufilization), within the
ODEON ecosystem. It enables users to explore and export results (e.g., numerical
performance reports in CSV/JSON format, graphical plots such as ROC curves or precision—
recall curves, time series of accuracy or loss evolution, confusion matrices, or model
versioning logs for traceability), compare performance metrics across different models,
track model accuracy over time, etc. Ultimately, it serves as an essential tool for validating
and optimizing Al models across cloud and edge environments.

6.6.2. Current functional capabilities

During this period, efforts have been focused on the development and consolidation of
other essential components for the proper functioning of the ODEON ecosystem, which has
limited progress on the implementation of the Results Explorer. Nevertheless, initial
developments have been carried out in close connection with the Federated Learning
Engine, enabling the model results obtained round by round in this type of training to be
visualized using Prometheus and Grafana. Specifically, regarding the features pointed out
in D2.2:

REE-O1: Intuitive interface for exploring Al model results Grafana provides a user-
friendly interface with dashboards, filters, and interactive panels.

REE-02: Various visualization techniques (charts, graphs, heatmaps). This technology
also provides various visualization techniques (time-series graphs, bar charts,
heatmaps, tables, etc.).

REE-03: Drill-down capabilities for detailed analysis. Grafana allows drill-drown
navigation by configuring dashboard variables, filters, and links between panels.

REE-05: Export and sharing functionalities for disseminating insights. Regarding this
feature, Grafana allows to export dashboards as images, JSON files or shareable
links.

In any case, this component remains a key element for results exploitation and decision-
making support, and its full development is planned for the next period.
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6.6.3. Technology stack and development tools

The architecture of the Results Explorer is based on an observability stack with Prometheus
and Grafana, complemented by EvidentlyAl for Al-specific alerting (see Table 17).
Prometheus serves as the main system for collecting and storing time-series metrics. It
scrapes data from multiple sources across the Al lifecycle, including fraining performance
metrics (loss, accuracy, latency) and inference behaviour from deployed models. All
meftrics are stored with fimestamps and labels, enabling flexible querying and filtering.
Grafana connects to Prometheus as a data source and provides interactive dashboards,
where users can visualise model performance trends, compare different versions, and
configure custom alerts when thresholds are reached.

Table 17: Summary of the technology used to build the Results Explorer

Library Version License
Prometheus [64] 3.5.0 Apache-2.0
Grafana [65] 12.1.1 AGPL-3.0
EvidentlyAl [61] 0.7.12 Apache-2.0

EvidentlyAl is integrated in this stack to enhance this monitoring layer with domain-specific
checks for Al models. Its main role is to detect issues such as data drift, concept drift, and
performance degradation, and to expose these as alerts in the graphical interface. In this
way, EvidentlyAl does not replace Prometheus or Grafana but enriches them by detecting
anomalies that are particularly relevant in machine learning contexts.

This architecture ensures a clear division of responsibilities: Prometheus and Grafana provide
the general-purpose monitoring backbone, while EvidentlyAl adds specialised Al insights by
highlighting when model reliability may be aft risk. Together, they offer users a unified
environment to track system health and model quality, with both standard metrics and Al-
specific alerts displayed directly in the Results Explorer.

6.6.4. Underlying  assumptions and identified
constraints

The Results Explorer relies on the assumption that Al models and pipelines will expose
performance and inference metrics in a format compatible with Prometheus, and that
Grafana will serve as the main interface for users to interact with these results. It is also
assumed that EvidentlyAl will provide reliable Al-specific alerts, which can be surfaced
through the graphical interface without requiring extensive custom development.

At the same time, several constraints have been identified. The value of the Results Explorer
depends heavily on the availability and quality of the collected metrics, and its scalability
may be limited by storage and processing requirements in Prometheus when monitoring
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large volumes of models or long time periods. In addition, while Grafana offers powerful
visualisation capabilities, advanced features such as drill-down analysis or model
comparisons require careful configuration and may increase maintenance complexity.

6.6.5. Upcoming features and roadmap for next
release

In the upcoming phase, priority will be given to:

Implement this stack as a service available for any type of training apart from
federated learning (centralized training in the cloud platform or distributed training
in the edge devices).

Allow the comparison of performance metrics across different models (REE-04), not
just the comparison of the model performance between different training rounds.
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/. Conclusions and Next Steps

This deliverable has reported the progress made between Mé and M21 across the first four
technical tasks in WP4. The current achievements represent an important milestone for the
ODEON platform.

First, the project has successfully delivered a first operational version of the Data Asset
Marketplace, enabling the discovery and secure retrieval of datasets in the federated
ecosystem. The marketplace now provides intuitive access to data through structured
metadata, semantic annotations, and inteligent recommendation mechanisms. These
achievements mark a concrete step towards making federated datasets both discoverable
and usable under clear governance rules.

Second, the federated data sharing services have demonstrated the ability to establish and
enforce frusted exchanges across stakeholders. With smart contracts now able to govern
data sharing agreements and provide transparent auditability, the foundations for secure
and compliant fransactions have been validated. This ensures that agreements are not only
formalized but also verifiable, enhancing the overall trustworthiness of the platform.

In parallel, the distributed intelligence layer has reached a stage where federated learning
and secure multi-party computations can be coordinated across multiple environments. It
proves that collaborative Al fraining can be achieved without centralizing sensitive data,
while maintaining privacy and efficiency. The inclusion of privacy-preserving techniques
confirms that the approach is aligned with the project’s vision of trustworthy Al.

Finally, the AlOps stack has reached maturity in terms of supporting end-to-end Al pipeline
management. The combination of design, orchestration, execution, and monitoring tools
provides a complete workflow for developing and operating Al models in federated
environments. The ability to visualize results and analyze performance closes the loop,
ensuring that insights generated by Al models can be directly applied to real-world decision
making.

Looking ahead, the focus will progressively shift fromm component-level development to
cross-component integration. While this deliverable has provided a component-centric
view, the next phase will prioritize the creation of end-to-end workflows that connect the
different layers of the WP4 stack and link them with complementary components
developed in WP3. This infegration will be reported in deliverable D3.3 ODEON Cloud-Edge
Data & Intelligence Service Platform, which will provide an in-depth explanation of the
mechanisms, workflows, and interdependencies across the platform.

Another critical direction for future work is the extension of cloud-based features to edge
environments, in order to align with the project's vision of supporting energy-sector use cases
that demand low-latency execution, data sovereignty, and efficient edge intelligence.
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Future iterations will continue to improve support for edge-specific needs, including
performance optimization, footprint reduction, and remote orchestration without
Kubernetes.

Additionally, many components have defined roadmaps for feature enhancements. These
include advanced audit mechanisms in the Smart Contract Auditor, enhanced
matchmaking and filtering in the Marketplace Ul, dynamic rescheduling mechanisms in the
Runtime Manager, or support for drag-and-drop capabilities in the Al Designer. These
improvements will further reinforce the robustness, usability, and scalability of the platform.

Lastly, the validation and piloting phase will become increasingly relevant. The work under
WP7, through demonstrations in real demo sites, will provide valuable feedback on the
usability, infegration, and real-world applicability of WP4 components. This feedback will not
only help to identify and resolve issues but also guide the prioritization of upcoming features
and refinements, ensuring that the platform evolves in line with practical needs and
deployment scenarios.

In conclusion, this first iteration confirms that the project is on tfrack to delivering a modular,
scalable, and secure infrastructure for federated data sharing and distributed intelligence.
The next steps will focus on: (a) ensuring effective integration and coordination across
components; (b) extending full runtime support to edge environments beyond the
centralized cloud platform; (c) validating the components through pilots and use cases; and
(d) completing the remaining features while incorporating the feedback obtained.

It is worth noting that a subsequent version of this deliverable will be released. In particular,
D4.2 ODEON Federated Data Sharing and Distributed Inteligence components (v2), to be
submitted in M36, will update the information provided here and present the final version of
the components.
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Acronym Description
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GUI Graphical User Interface
loT Internet of Things
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